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In addition to relevance, there are other factors
that contribute to the utility of a document. For
examples, content properties like depth of
analysis and multiplicity of viewpoints, and
presentational properties like readability and
verbosity, all will affect the usefulness of a
document. These kinds of relevance-independent
properties are difficult to determine, as their
estimations are more likely to be affected by
personal aspects of one's knowledge structure.
Reliability of judgments on those properties may
decrease when one moves from the personal level
to the global level. In this paper, we report several
experiments on document qualities. In our
experiments, we explore the correlation of
judgments on nine different document qualities to
see if we can generate fewer dimensions
underlying the judgments. We also investigate the
issue of reliability of the judgments and discuss
its theoretical implications. We find that, between
the global level of agreement of judgment and the
inter-personal level of agreement of judgment,
there is an intermediate level of agreement, which
can be characterized as an inter-institutional level.

content quality of a paper (e.g., depth of analysis,
multiplicity of viewpoints, etc.), and properties that are
related with the style or presentational quality of a paper
(e.g., readability, verbosity, etc.).
In studies which intend to elicit users' criteria in real-life
information seeking, many non-topical document
properties are found crucial to users' selecting of
documents. Schamber (1991), after interviewing 30 users,
identifies ten groups of criteria: accuracy, currency,
specificity, geographic proximity, reliability, accessibility,
verifiability, clarity, dynamism, and presentation qualities.
Barry ( I 994) describes experiments that showed that users
consider many factors, including some which are non
topical, i.e.., depth, clarity, Accuracy, recency, etc. Bruce
(I 994) identifies some "information attributes" (accuracy,
completeness, timeliness ...) that information users might
use in their relevance judgments.
In our previous studies (Ng et a1 2003, Tang et a1 2003),
we have identified nine document qualities deemed
important by information professionals. They are shown in
table 1 (see Appendix A for the definitions):

Table I : Nine Document Qualities

Overview
In addition to topical relevance of a document, there are
other factors that contribute to the utility of a document.
For example, novelty of idea (Harman 2002; Cronin, Blaise
and Hert, 1995), easy of use and currency of information
(Malone, Debbie and Videon, 1997), timeliness and
completeness of data (Strong, Lee, and Wang, 1997), etc.
All these properties can have impact on the overall
usefulness of a document. Among different document
properties, we are particularly interested in two types of
document properties: properties that are related with the
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Compared to determining topical relevance of a
document, it can be argued that these nine document
qualities are more difficult to determine consistently, as
their estimation is more likely to be affected by one’s
personal cognitive style and the personal aspect of
knowledge structure.
We have the following speculation about the consistency
of judgment of these document qualities. That is, there are
two factors affecting document quality judgments: (1)
Some commonly-agreed-upon knowledge which is
relatively more persistent and stable across different
people, and (2) some idiosyncratic and personal knowledge
which has a relatively higher variance across different
people. Consistency of the judgment is achieved when the
contribution of commonly-agreed-upon knowledge to the
judgment is the dominant factor in the decision making
process; while inconsistency is due to dominant
contribution of idiosyncratic and personal knowledge.
Based on the above speculation, we expect the degree of
inter-judge agreement on document qualities to decrease
when one moves from the personal level to the global level.
However, in our experiments, we find an intermediate level
of agreement between the global level of agreement and the
inter-personal level of agreement. This intermediate level
can be characterized as an inter-institutional level.
In the following, we will report several analyses on the
reliability of document quality judgments. We explore the
correlation of judgments of nine different document
properties, to see if there are fewer dimensions underlying
the judgments. We also investigate the issue of reliability
of judgment and discuss its theoretical implications.

Introduction
The major concern in information retrieval is topical
relevance. With the increase of the size and diversity of the
corpora, it is now much easier than before to retrieve
relevant documents for a topic or query. As one commonly
experiences in Internet searching, sometimes there are
simply too many relevant documents retrieved. Therefore,
criteria other than topical relevance, like document
qualities, become more and more important in providing
addition constraints to filter the retrieved documents.
However, unlike relevance judgment, for which there exist
several documenVquery collections available for
researchers to explore, each with hundreds of topics and ten
of thousands relevance judgments corresponding to the
topics (e.g., TREC, see Voorhees, 2001), there are no
similar collections with document quality judgments. To
investigate the nature and characteristics of various
document qualities, we have built several small document
collections, each document in the collection was judged
according to the 9 document qualities. The collection sizes
are not comparable to the TREC collection, but adequate
for us to run some preliminary experiments.

2004

The first collection (from now on it will be denoted as C,)
was built in 2002 summer (Tang et aZ2002). It has 1000
medium-sized (1 00 words to 2500 words) news articles,
extracted from the TREC collection. They consist of
documents originally from LA Times, Wall Street Journal,
Financial Time, and Associated Press. The second
collection (from now on it will be denoted as C,) was built
in 2003 summer. It has 3 types of documents: (1) 1100
documents from the Center for Nonproliferation Studies;
(2) 600 articles from the Associated Press Worldstream,
the NY Times, and Xinghua News (English), and (3) 500
documents from web. All documents in the collections
were judged with regard to the 9 document qualities using a
Likert scale of 1 to 10. Each document was judged once at
each of two different sites (one at SUNY Albany and one at
Rutgers). We recruited two kinds of participants to perform
judgments, experts and students. Expert sessions were
completed first, and documents judged by experts were
used for training student judges to perform quality
assessment at the same level as expert judges. The expert
participants were experienced news professionals and
researchers in the areas of Journalism.
This work produced 1000 pairs of quality vectors for C,
and 2200 pairs of quality vectors for C2 (a vector consists
of the nine quality variables, each with values equal to the
quality scores assigned by Judge from one institution,
SUNY Albany or Rutgers).
In the work described elsewhere (Ng et aZ2003), we used
the fact that two judges had assessed every document to
produce a combined quality score for the document, and a
measure of confidence in that score, which was based on
the agreement between the judges. This formed the basis
for a detailed analysis of the possibility of computational
estimation of these quality scores, based on linguistic
features of the texts. That result led to the general
conclusion that it is feasible to model, with algorithms, the
scores assigned by any one judge. We were more
pessimistic about the possibility of modeling the average
score. In the work reported here, we looked further into
possible explanations of our difficulty. In particular, we
moved from a set of nine variables, representing the
average scores, to a full set of eighteen variables,
representing the nine scores assigned to a document by
each of two judges.

Correlations Among Documents Qualities
We noticed that the results from Rutgers and SUNY
Albany are quite different. The quality scores assigned by
the two judges from the two institutions tended to vary.
In particular, the correlations of judgments assigned at the
two schools are very low, while the correlations between
the scores for different qualities at the same school are
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relatively high, as shown in Figure 1. Note that Figure 1 is
based on Collection C1. Collection C1 generates graphs
with very similar curves, demonstrating the same kind of
relationship.

Another unexpected fact is that the correlations between
the different quality judgments in each school are very
similar. Figure 2 shows the comparison between the
qualities of different schools.

Figure 1. Correlations between Rutgers judgments and SUNYjudgments (Collection Cd. The qualify names with su& “1”
are Rutgers scores, the others are SUNY scores. The x axes are all the qualities *om both schools, the lines in the upper
graph show the correlations of Rutgers qualify scores for all document qualities, the lines in the lower graph show the
correlations of SUhTscores for all document qualities.
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Figure 2. Patterns of the qualities correlations

2004

Proceedings of the 67th ASIS&T Annual Meeting, vol. 41

113

be treated exactly the same as a score difference as small as
of 1 (e.g., one judge assigned 5 and the other assigned 6.)
To compensate for this effect, we use the weighted Kappa
statistic implemented by SAS. The results are summarized
in table 2.

Continuation of Figure 2

Table 2. Weighted Kappa between SUNY Albany and
Rutgers for all comparable quality pairs, results given by
SAS 8.0, with Ciccheiti-Allison weight type (Cicchetti
1972), see Appendix C for the detail.

Sample Size

I

8527

I

18669

I

Weighted
Statistics Kappa 10.1480
As we can see from the 9 graphs in Figure 2, each
document quality has very specific relationships with the
other 8 qualities. Such relationships are independent of the
school, as the two schools have the same patterns for all the
nine graphs, even though the correlations of quality scores
between the two schools are very low, as shown in Figure 1.
To understand this phenomenon, we use a Kappa test
(Cohen 1968) and analysis to analyze the level of
agreement between the two institutions. We then use factor
analysis to explore the hidden or underlying dimensions.
Since our design provided for one judge at each institution,
this separation provides an opportunity to look for an
unexpected effect of the institution on the results of the
judging process. It is not uncommon, in research on
information retrieval, to treat each of several aspects as a
separate variable and to model it on its own. However in
great deal of other work in communication, and in the
social sciences generally, it is more usual to search for a
small set of underlying factors which might explain all of
the measured variables together. This approach was used
in our discussion of the nine averaged variables in our
previous papers, and it will be applied here to the larger
data set.

Kappa Test
The Kappa statistic is a way to evaluate the extent of
agreement between raters. In a typical two-rater and nresponse-category experiment, the data can be represented
in an nxn contingency table. The Kappa statistic can then
be estimated by calculating the ratio of the observed
agreement minus chance to the maximum possible
agreement minus chance.
In our case, the two raters are judges from SUNY Albany
and Rutgers and n=10 (i.e., the 10 possible scores assigned
by a judge to a document.) However, if we use the above
ratio to estimate Kappa, the statistic will entirely depend on
the diagonal elements of the observed contingency table
and not depend on any off-diagonal elements at all. In other
words, a score difference as large as 9 (i.e., one judge
assigned 10 and the other assigned 1) between 2 judges will
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ASE

0.0072

0.0049

95% confidence
limits

0.1339 I
0.1620

0.1497 I
0.1688

In Table 2, “Sample Size” is the number of all the quality
pairs excluding the ones with score “0”. “ASE” is the
asymptotic standard error, which represents a large-sample
approximation of the standard error of the kappa statistic.
The 95% confidence interval provides lower and upper
bounds that supposedly contain the true value of the kappa
statistic with a 95% chance. When weighted Kappa statistic
is below 0.2 for both collections, the inter-institutional
agreement is very low, even though we can reject the null
hypothesis that there is no agreement between the two
raters with 95% confidence. This is consistent with the fact
we presented earlier.

Factor Analysis
Factor analysis is the combination of a rigorous
mathematical concept with a set of rules and procedures
that have grown up over years of practice. The rigorous
mathematical concept is that the full set of variables can be
manipulated to produce an eighteen-by-eighteen matrix,
which is regarded as a linear operator in an abstract vector
space. This matrix can then be reduced to a canonical form
in which it is diagonal, and its eigenvalues are in
decreasing order. If a selection of these eigenvalues is
made which does not encompass all of them, it amounts to
selecting a particular subspace of the space defined by the
eighteen variables. The selection is made in descending
order of the size of the eigenvalues because the eigenvalues
also measure the amount of variance in the observed
variables that is explained by the factors.
The selection of some of the eigenvalues amounts to
selecting a subspace, and after that the investigator is free
to choose a basis set in that subspace. For purposes of our
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discussion, it is easiest to use the orthogonal basis defined
as a result of the first eigenvalue decomposition.
The first analysis we did was an 18-variable factor
analysis, the 18 variables are 9 quality scores from Rutgers
and 9 from SUNY. The method we used was PCA, the
matrix was correlation matrix. In Table 3 and 4,we show
the first 6 factors and their contribution to the 18 variables.
Table 3. First 6 factors extracted by factor analysis of 18
variables (PCA on correlation matrix, SPSS 1I.5).

From Table 3, we see that the first 3 factors are
responsible for about 48% of the total variance; the first 6
are responsible for about 65% of variance. Factor 1 can be
considered as “General goodness” of the documents. It is
positive for all the qualities, judged at SUNY Albany or at
Rutgers. Factor 2 can be considered as the “Institution
Separator”, on which all the RU scores have positive
weight, while all the SUNY scores have negative weight.
Factor 3 can be considered as the “Quality Separator”, on
which RU and SUNY have the same sign for same quality.
Some qualities such as “Depth”, “Objectivity” and “Author
Credibility”, not only have the same sign, but also similar
amplitude. Figure 3 shows the distribution of the qualities
on the graphs of these 3 components.
Figure 3. 18 variables regression scores on the first 3
factors. The method is PCA on the correlation matrix. C1,
C2 and C3 are first 3 components. (a), (b) and (c) are the
views from diferent perspective. The graphs are made by
SPSS 11.5 with a format change to make it easier to view.

Table 4: The component matrix of t h e j r s t 3 factors. The
quality variables with ‘ 1 R ” are the quality scores of
Rutgers, others are the quality score of SUNY Albany
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Figure 4. The comparison between 18-variable factors and
9-average-variable,factors.
The x and y axes of each cell
are the factor scores of two factor analysis, respectively.

Figure 3c
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In Figure 3(a) and 3(b), we see that RU scores are above
the plane C2=0, while S U N Y scores are below that plane.
In Figure 3(c), we look in the direction of negative C2, and
can see that the same qualities from different schools are
quite close. RU scores are obtained if we move the SUNY
scores in the C2 direction, with small noise added. In other
words, the C1 and C3 components match very well for the
same quality between the two schools, while C2
components are quite different. This fact confirmed the
information shown in Figure 1. The more independent the
scores from the two schools, the larger the distance
between them in the direction of C2. The more similar the
correlation patterns inside each school, the closer their
position in the directions other than C2. Please see
appendix B for a closer look at this fact.
The reason for such a big gap between the two schools is
not clear yet. One of the possible reasons is that the
instructions given to the human judges in two schools are
differently interpreted.
Another question is that, since the data from Rutgers and
S U N Y are quite different, if we are going to use the data
for machine learning, to construct automatic classifiers for
document qualities, what should we use in the training
data? A straight forward idea is to use the average of them.
By averaging the scores from Rutgers and SUNY, we have
9 averaged quality scores. We also did the factor analysis
on these 9 variables. Figure 4 shows a comparison between
the 18-variable factors and 9-average-variable factors. We
took the first 6 factors out of each analysis, respectively.
For 18-variables, the 6 factors have a cumulative variance
of 64.7% while the 6 factors of 9-average-variable account
for 85.9%.
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From Figure 4, we see that the following pairs of factors
have very strong correlations: 18-F1/9-Flf 18-F3/9-F2, 18F5/9-F3, 18-F6/9-F4. Factor 2 and factor 4 of 18-variable
analysis don't have strong correlations with any of the 9average-variable factor. We speculate that these two factors
represent the independent factors between Rutgers and
S U N Y scores and are cancelled by the averaging operation
in the 9-average-variable analysis.

Conclusion
As demonstrated in the above analyses, there is a
dimension in the data that separates the document quality
judgments of SUNY Albany from the document quality
judgments of Rutgers. This dimension is perpendicular to
other dimensions in such a way that its existence won't
affect the configurations of data points in other dimensions.
That explains why the two institutions have the same
patterns of internal relationship of the nine document
qualities (as shown in Figure 2) even though they don't
have a high correlation with each other. The dimension of
institutional difference is still puzzling us. If there is no
difference in the instrument and in the data collection
procedure, then it may indicate some kind of structural
influences of cultural background on document quality
judgments. We expect to do more research in this direction
to understand this phenomenon.
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Appendix A: Definition of the Nine Document
Qualities
Accuracy: The extent to which information is precise and
free from known errors.
Source Reliability: The extent to which you believe that
the indicated sources in the text (e.g., interviewees, eyewitnesses, etc.) provide truthful account of the story.
Objectivity: The extent to which the document includes
facts without distortion by personal or organizational
biases.
Depth: The extent to which the coverage and analysis of
information is detailed.
AuthorIProducer Credibility: The extent to which you
believe that the author of the writing is trustworthy.

Figure 5. The scatter plot of factor analysis of 2 random
variables, sample size is 1000. X axis is factor I , Y axis is
factor 2. Let N(x.y) represents the gaussian distribution
with mean x and variance y, the two random variables in
(a), (b) and (c) are respectively: (a) rl = N(O,9), r2 =
N(O,9), rl and r2 are independent. (b) rl = N(O,9), r2 =
rl*0.5 + N(0,9)*0.5, (c) rl = N(O,9), r2 = rl*0.8 +
N(0,9) *0.2. rl and r2 are more and more correlated in a,
b and c.
Figure 5a
Component P l o t

c2

Readability: The extent to which information is presented
with clarity and is easily understood.
Verbose
Conciseness: The extent to which information
is well-structured and compactly represented.
Grammatical Correctness: The extent to which the text is
free from syntactic problems.

+

One-sided
Multi-views: The extent to which
information reported contains a variety of data sources
and view points.

c1

Figure 5b
Component P l o t

Appendix B: The Component Plot of The
Factor Analysis of Two Random Gaussians
The more independent the scores from the two school, the
larger the distance between them in the direction of C2.
The more similar the correlation patterns inside each
school, the closer their position in the directions other than
C2. To see this, we made Figure 5, in which we show the
component scatter plot of two variables with different
correlations between them. As illustrated, the more
independent, the closer the positions of the variables to the
diagonal; the more dependent, the closer they are to the
horizontal axis.

c1
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Appendix C: The Weight Type of Weighted
Kappa Method
The idea of Weighted Kappa test is: first build a
frequency table of the two raters, the two dimensions are all
the possible values of the judgments b y two raters. For
example, cell (3,4) contains the number of times that rater 1
give score 3 while rater 2 give 4. Apparently, we consider
the cells closer to the diagonal to be the ones represent
better agreements. The Weighted Kappa formula is:

where

mi is the sum of ith row, n j is the sum of j t h

column, r is the number of possible score values, n is the
number of total samples. Wv is the weight of the number
in cell (ij).
There are two ways to assign the weights in SAS 8.0. The
first one, also default in SAS, is called Cicchetti-Allison
kappa coefficient, it is defined as:

w.. = 1 -

IIi--d

, max and min are the maximum
max- min
and minimum of the possible scores. The second way is
called Fleiss-Cohen kappa coefficient, which is defined as:

As mentioned in the main text, the weight function we
used was the default Cicchetti-Allison coefficient.
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