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The goal of this research is to automatically
predict human judgments of document qualities
such as subjectivity, verbosity and depth. In this
paper, we explore the behavior of adjectives as
indicators of subjectivity in documents.
Specifically, we test whether a subset of
automatically derived subjective adjectives
(Wiebe, 2000b), selected a priori, behaves
differently than other adjectives. 3,200 documents
were ranked by 100 subjects as being high or low
in nine document qualities (Tang, Ng,
Strzalkowski, & Kantor, 2003). We report a
statistically significant correlation between the
occurrence of adjectives in documents and
human judgments of subjectivity. More
importantly, we find that the subset of subjective
adjectives is more strongly correlated with
subjectivity than adjectives in general. These
results can be used to identify document qualities
for use in information retrieval and questionanswering systems.

introduction
Relevance is one of the three great ideas of information
science (Saracevic, 1999). As Saracevic (1996, p. 3)
explains, people understand it intuitively and use it every
day for “determining a degree of appropriateness or
effectiveness to ‘the matter at hand.”’ Decisions about
relevance are viewed as an interactive, integrated process
of human judgment that changes with time and situation
(see Cosijn & Ingwersen, 2001; Froehlich, 1994; Mizzaro,
1997; Saracevic, 1996; Schamber, Eisenberg & Nilan,
1990). Relevance is traditionally viewed as a property of
topic or subject. However, users consider a broad range of
information quality aspects when judging relevance. These
include (among others) accuracy, completeness,
objectivity, reliability, novelty, recency, usefulness,
understandability, and point of view (Rieh, 2000; Tang,
1999; Tang & Solomon, 2001). Given the enormous
growth of information in the Web, the problem of finding
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relevant information from heterogeneous sources is
especially acute (see Katerattanakul & Siau, 1999; Keast,
Toms & Cherry, 2001; Naumann & Rolker, 2000).
The objective of our research is to automatically identify
documents that are strongly characterized by these qualities
(or by their absence). Because our interest is in qualities of
information, not information quality, we focus on
properties or characteristics of documents, not value
judgments about information, such as good information and
bad information. In this paper, we establish a significant
correlation between occurrences of adjectives in documents
and how people judged these documents as either objective
or subjective. In general, documents with many adjectives
tend to be scored subjective; documents with few
adjectives tend to be scored objective. More importantly,
we find that the correlation is stronger when we measure a
subset of adjectives that were derived and identified by
Wiebe (2000a, 2000b) as subjective adjectives. The
relationship between subjective adjectives in sentences and
human judgments of subjectivity has been recognized by
Bruce and Wiebe (1999), Wiebe (2000a), and Wiebe,
Bruce, and OHara (1999).
The goal of automatically recognizing aspects of
information quality serves a number of research interests,
including (a) automatically classifling Web-based reviews
of commercial products (Dave, Lawrence, & Pennock,
2003), (b) enhancing the accuracy of text summarization
systems, (c) recognizing inflammatory messages (Wiebe,
2000a), and (d) supporting intelligence analysts in finding
reliable information relevant to the security of the United
States (ARDA, 2003). ARDA (Advanced Research and
Development Activity) sponsors research projects like
AQUAINT (Advanced Question and Answering for
Intelligence) to develop advanced information systems for
the complex information needs of professional information
analysts (ARDNAQUAINT, 2003).
Our data were collected as part of a larger research
project (HITIQA: High Quality Interactive Question
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Answering) (Small, Liu, Shimim, & Strzalkowski, 2003) in
which human judges ranked documents as either high or
low in nine aspects of information quality (see Appendix
A) (Tang, Ng, Strzalkowski, & Kantor, 2003). Our goal is
to design classifiers to automatically predict these human
judgments. In this paper, we establish a significant
correlation between our data, focusing on objectivity in
documents, and the occurrence of subjective adjectives
(Wiebe, 2000a, 2000b), selected apriori.

Human Judgment of Document Qualities
Our data consists of human judgments about nine abstract
concepts of information qualities in documents, such as
objectivity, depth, and verbosity. (Appendix A gives
definitions of the nine qualities.) To avoid the connotation
of a value judgment that information quality carries, we use
the plural term qualities, as in information qualities or
document qualities, and avoid the singular form quality, as
in information quality. We use the singular form when it is
part of a compound term, such as aspects of information
quality or quality aspects. We look for indicators of these
abstract qualities in the count of document features, such as
document length (count of words in a document); the
occurrence of a particular grammatical class, such as
adjectives and nouns; or the occurrence of a word
indicating a speech event, such as said.
Although it is possible to define abstract qualities, such as
objectivity, depth, and verbosity, automatically predicting
which documents people will judge as having these
qualities is difficult. Our long-term research goal is to learn
more about how people make these judgments so that we
can make statistically reliable predictions of unseen
documents.
Data Collection
In an early stage of our research, 100 human judges
ranked 3,200 documents in a two-phase experimental study
(Ng et al., 2004; Tang et al., 2003). We asked university
students (graduate and undergraduate), professors, and
journalism professionals to evaluate documents according
to nine aspects of information quality (Appendix A).
Document sources include (a) the TREC collection
(Voorhees, 2001), including articles from the LA Times,
Wall Street Journal, Financial Times of London, and the
Associated Press (b) the Center for Nonproliferation
Studies, (c) AQUAINT documents from the Associated
Press, the New York Times, and Xinghua (English), and (d)
Web documents collected using GoogleTMsearch.
We instructed judges to read each document and to score
the document as a whole according to definitions of the
nine quality aspects: accuracy, author/producer credibility,
depth, grammatical correctness, objectivity, one-sidedmulti-view, readability, source reliability, and verbosity.
(Definitions are given in Appendix A.) Scores range from 1
(lowest) through 10 (highest) for each of the nine qualities.
For one of the qualities, objectivity, we asked judges to rate
each document as to, “The extent to which the document
2004

includes facts without distortion by personal or
organizational biases.” A score of 1 indicates the document
is very low in this quality (very low objectivity); a score of
10 indicates the document is very high in this quality (very
high objectivity). Since judges were not asked to decide if a
document is subjective, we interpret a low objectivity score
to mean that the document tends to be subjective, not
objective. We interpret a negative correlation between the
objectivity score and a document feature as evidence that
that feature is indicative of subjectivity in the document,
and a positive correlation as indicative of objectivity in the
document (see Figure 1).
Negative Fc8ture Correlstion

Positive Feature Correlation
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Figure 1 : Objectivity Judgment Scale for Documents and
Relationship to Document Features Correlation
Judges worked independently at personal computer
workstations, viewing and scoring each document as it
displayed on the computer screen. Judges scored
documents in sets of ten documents per session. Some
individuals evaluated as few as 20 documents; others
judged several hundred documents over the course of
several weeks. We compensated judges for their work.
Each document was evaluated by two judges working at
independent sites. Thus each document received 18 scores
- nine for each of the qualities from the two judges (see
Bai, Ng, Kantor, & Strzalkowski, 2004). A judge could
also give a “null vote” of “0”. This indicates no decision, or
not applicable. All data were collected and stored
automatically on project servers.

Predicting Human Judgment of Document Qualities
Early results of our analysis (Ng et al., 2003) show some
success in predicting document qualities for 1000
documents using just a few grammatical categories. For
instance, using stepwise discriminant analysis (Huberty
1994), we are able to correctly classify objectivity in
documents in 73.3% of training cases, and 71.3% of testing
cases overall (800 training cases; 200 testing cases). Three
of the predictor variables for objectivity are possessive
pronouns, comparative adjectives, and plural proper nouns.
This paper extends this work by focusing on adjectives. Of
the nine document qualities, adjectives are most related to
depth, objectivity, and verbosity.

Adjectives and Subjectivity
Adjectives have long been recognized by students of
language and literature as indicators of subjectivity. As a
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grammatical class, adjectives modulate the meaning of
nouns by emphasizing important or surprising properties of
the noun being modified (e.g., a safehistoricallunusual
building). Adjectives frequently indicate judgment or
opinion. The statement ‘She wrote a poem’ is a statement
of (presumed) fact. The statement ‘She wrote a
beautifuVterrible poem’ mixes a statement of fact with a
human judgment.
Researchers in natural language processing are
attempting to determine whether these observations can be
supported statistically (cf. Bouillon & Viegas, 1999;
Justeson & Katz, 1991, 1995; Magnusson, 2003; Raskin &
Nirenburg, 1995, 1996; Staab & Hahn, 1997). In particular,
this work is facilitated by the availability of public domain
part-of-speech taggers, software programs that
automatically identify the grammatical part-of-speech (e.g.,
noun, adjective, verb, and adverb) of every word in a
document. This makes it possible to collect statistics about
the occurrence and frequency of grammatical categories in
large corpora, such as word types and tokens. Figure 2
shows a segment of text in which the adjective political is
highlighted. In this segment, the occurrence of the unique
word political counts as one type. The fact that it occurs
three times in this segment counts as three tokens. The
same calculation would apply to this segment if it was an
entire document. For our 3,200 documents, we used
existing part-of-speech taggers and information extraction
tools developed for GATE (General Architecture for Text
Engineering) (Cunningham et al., 2000) and AWB
(Alembic Workbench) (Day et al., 1997).

Figure 2: Sample Text Showing Types and Tokens of the
Adjective political
Subjectivity in Sentences
In work reported by Wiebe and her colleagues (Bruce &
Wiebe, 1999; Wiebe, 2000a; Wiebe et al., 1999), human
subjects judged a sample of 1,000 randomly extracted
sentences fiom the Wall Street Journal using criteria
described in Wiebe, Wilson, Bruce, Bell and Martin
(2002). The purpose of the experiment is to decide if a
sentence is intended primarily to present factual (objective)
information. If not, a sentence is deemed subjective. In
part, they find that the mere presence of one or more
adjectives in a sentence is one of several useful predictors
of subjectivity (Wiebe et a]., 1999).
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Bruce and Wiebe (1999) sharpen this finding by
distinguishing between subclasses of adjectives. A subclass
known as dynamic adjectives (as opposed to stative
adjectives) is more correlated with subjectivity judgments
than with the class of adjectives in general, or the
complement set (all other adjectives not marked as
dynamic adjectives). Dynamic adjectives (e.g., careful,
foolish, cruel,friendly) tend to be evaluative of an attribute
that is not always present, but under control of the
possessor; whereas stative adjectives (e.g., big, small, tall,
red) tend to be descriptive of a state that is more or less
permanent, and not under the control of the possessor (see
Bruce & Wiebe, p. 14). The authors conclude that dynamic
adjectives tend to be more indicative of subjectivity than
stative adjectives.
In later work, Wiebe (2000a) tested the predictive power
of adjectives in sentences by first establishing a baseline
probability of 55.8% that a sentence is subjective because
of the mere presence of an adjective. Next, a seed set of
adjectives was extracted from the most subjective elements
of the 1,000 judged sentences. Using a measure of
distributional similarity presented in Lin (1998), the
original seed set was expanded using a 64-million word
corpus. The 20 most similar adjectives were extracted from
the corpus for each of the seed adjectives. Additional
textual and lexical information was added, including
polarity (e.g., beautiful = positive polarity; ugly = negative
polarity) and whether a word is gradable (e.g., small, large,
somewhat, very). The prediction rate improved to as high as
79.6%. For example, given that a sentence contains a seed
adjective that also has a negative polarity, the probability
the sentence is subjective is 66.6%. Given that a sentence
contains a seed adjective that is also gradable, the
probability the sentence is subjective increases to 79.6%
(see also Hatzivassiloglou & McKeown, 1997;
Hatzivassiloglou & Wiebe, 2000).
This sentence level method, based in part on manual
tagging, was extended to a 1.3-million word corpus of
documents automatically marked as opinion pieces fiom
the Wall Street Journal (Wiebe et al., 2002). (Opinion
pieces include editorials, letters to the editor, and similar
genre.) Adjective seed sets were identified from several
training sets from the corpus. Clusters of distributionally
similar adjectives were identified from within the entire
corpus. Using criteria described in Wiebe & Wilson (2002),
only those adjective clusters which met a certain precision
ratio during multiple training, validation, and testing runs
were retained. This method resulted in a list of 1,484
subjective adjectives. Appendix B gives a sample of the
subjective adjectives (2000b) that occur in our corpus.
Relationship Between Sentence Level and Document
Level Judgments
Our research focuses on features and qualities at the
document level. The relationship between sentence level
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judgments and document level judgments is unclear. But to
get some idea of the relationship between sentence level
subjectivity and document level objectivity, we sent a
randomly selected sample of 60 judged documents from
our corpus to Wiebe and her team (J. Wiebe & T. Wilson,
personal communication, June, 2003). We selected 20
documents judged as very low objectivity (score=l), 20
documents judged as very high objectivity (score=lO), and
20 documents judged as in the middle (score=5). Using
software they developed, Wiebe and her colleagues
automatically tagged sentences in our 60 documents as (a)
subjective or (b) objective, or sentences were not tagged at
all. Results are consistent with our data.
For the 20 highest objectivity documents (score=lO),
about half the sentences were tagged objective. Only one in
ten sentences was tagged subjective. (Mean sentences per
document: 44.45; Mean sentences tagged objective: 21.OO;
Mean sentences tagged subjective: 4.65.) For the 20 lowest
objectivity documents (score=l), about 30% of the
sentences were tagged subjective; less than one in ten
sentences was tagged objective. (Mean sentences per
document: 35.40; Mean sentences tagged subjective: 10.55;
Mean sentences tagged objective: 1.65.) For the 20 middle
score documents (score=5), exactly the same number of
sentences was tagged subjective and objective (about 6.50
sentences each out of a mean sentence count per document
of 37.30). As the occurrence of objective sentences
increases, the relative number of subjective sentences
decreases and human objectivity scores increase. As the
occurrence of subjective sentences increases, the relative
number of objective sentences decreases and human
objectivity scores decrease.
Correlation results show a moderately strong and highly
significant relationship overall between our document level
objectivity judgments and the number of objective-tagged
sentences (r=.371, p<.Ol), and the number of subjectivetagged sentences (r=-.394, pc.01) in the documents. The
correlation between objectivity scores and the fraction of
objective-tagged sentences in a document to all sentences
in the document is r=.352, p<.OI. The correlation between
objectivity scores and the fraction of subjective-tagged
sentences in a document to all sentences in the document is
~ - . 2 6 0pC.05.
,
We think the relationship between document level data
and sentence level data reflects the difference between how
a reader assesses individual subparts of a document (as the
document is being examined), and how the same person
makes a final overall document level judgment. Exactly
how someone makes this final assessment is not clearly
understood. Even if the process is rather intuitive to each
individual, we still believe it is possible to identify
document features as evidence of these quality judgments.
For example, let us assume that the automatic tagger
accurately tagged document FBIS4-56332, which contains
24 sentences, as having one objective sentence and ten
2004

subjective sentences. Assuming hrther that the human
judge noticed the same qualities about these sentences, and
was accurate in scoring the document as very low in
objectivity (score=l), how was this document level
assessment made? Are ten subjective sentences, out of 24
total sentences, a crucial threshold for deciding a document
is subjective? What about the majority (untagged)
sentences? Are these neutral expressions, and are they
outweighed by the minority subjective sentences? Within
the ten subjective sentences, we observe adjectives such as,
faithful, unworthy, friendly, high-risk, costly, and
favorable, some of which appear in the Wiebe (2000b)
subjective adjective list. We believe readers notice words
such as these (as well as other document features) and use
them as if weighing evidence to arrive at a final document
level decision. Our research problem is to see if these
features can be exploited as reliable indicators of
information qualities, such as subjectivity-objectivity, in
documents.

Hypothesis
Given (a) the fmding that subjective adjectives are
indicative of subjectivity in sentences (Bruce & Wiebe,
1999; Wiebe, 2000a; Wiebe et al. 1999), (b) the finding
that a significant negative correlation exists between
subjective-tagged sentences in documents, and document
level objectivity scores, and (c) the assumption that there
are intrinsic semantic differences between subclasses of
adjectives (e.g., dynamic versus stative), we seek a
relationship between document level judgments of
objectivity and the occurrence of subjective adjectives
(Wiebe, 2000b) in the documents. We test the correlation
between average objectivity scores of documents and the
occurrence in the documents of (a) the class of all adjective
types, (b) only the subclass of subjective adjective types,
and (c) only adjective types belonging to the complement
set (i.e., all other adjectives in the document not marked as
subjective adjectives).
We hypothesize that the relative occurrence of subjective
adjectives in a document will be negatively correlated with
the document’s objectivity scores, more than will the
relative occurrence of adjectives that are not members of
the subjective adjective subclass, or the class of all
adjectives.

Methodology
For our analysis, we excluded all cases (of the 3,200
documents) where any score is null or missing. This results
in a data set of 2,243 cases (documents) which we refer to
as our test corpus. The size of the test corpus is 1.4-million
words. We use the mean score (average of two judges) for
each quality judgment for each document. After the
removal of junk words, our test corpus includes 7,495
unique adjectives (types), including comparative and
superlative adjectives. The total fiequency of the 7,495
adjective types is 116,768 tokens.
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On average, each document contains 35 adjective types
(Median=29, Mode=17, SD=23), and 52 adjective tokens
( M e d i u ~ 4 0 ,Mode=21, S P 3 8 ) . The average adjective
type occurs in 11 documents (Median=1, Mode=l, SD=46),
for a total of 16 times (tokens) in the corpus (Mediun=2,
Mode=l, SD=107). (Appendix C gives a sample of the
complement set of adjectives in our test corpus, i.e., all
adjectives not marked as subjective adjectives.)
Of the 1,484 subjective adjective types identified by
Wiebe (2000b), 955 intersect our test corpus. The total
frequency of the 955 adjectives in the corpus is 35,844
tokens. At the document level, the mean frequency of a
subjective adjective type is 10 (Mediun=8, Mode=5,
SD=7); the mean frequency of a subjective adjective token
is 16 (Mediun=12, Mode=4, SD=14). The average
subjective adjective type occurs in 22 documents
(Median=6, Mode=l, SD=54) for a total of 38 times
(tokens) ( M e d i a ~ 7Mode=l,
,
SD=223) in the corpus.
To compare with adjectives, we calculated the correlation
of several open class grammatical categories (nouns, verbs,
and adverbs), and document length (all tokens in a
document), with average judgment scores for the three
qualities: depth, objectivity, and verbosity. Because we are
focusing on adjectives, we determined the count of
adjective types in each document. We did this by extracting
each word tagged as an adjective by our part-of-speech
tagger. For the other grammatical classes, we did not
determine the count of word types. We only counted the
number of tagged words (tokens) for each class.
Consequently, we report the results for noun-, verb-, and
adverb- tokens, and the results for both adjectives types and
adjectives tokens.
Since the variance in document length is large
(Mean=619.92,
Median=503-00,
SD3403.02,
Minimum=77,
Maximum=2798)
we
normalized
frequencies by count of word types per document
(including stop words). We chose this criterion instead of
document length (count of word tokens) because of the
stronger relationship between adjective types versus
adjective tokens and judgments of objectivity (which we
discuss in our results). Henceforth, all correlations between
human judgment scores and adjectives will specify types or
tokens; all other grammatical classes refer to tokens. In
addition, all correlation results will refer to normalized
frequencies of grammatical classes unless specified.
Results
We found that for adjectives, the distinction between
types and tokens is important. With respect to human
judgments of objectivity, Table 1 shows that the
unnormalized occurrence of adjective types (F-. 179,
p<.Ol) is stronger than the unnormalized occurrence of
adjective tokens ( F - . 156, p<.O 1). Normalization
strengthens the relative difference between adjective types
over tokens. It seems that the use of an adjective is more
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important to quality perceptions than frequency of use. This
is consistent with the finding by Wiebe et al., (1999), that
the mere presence of an adjective in a sentence is one of
several useful predictors of subjectivity.
Correlation of Adjectives, Nouns, Verbs, and Adverbs
With Document Depth and Verbosity
The correlation of adjective-, noun-, verb-, and adverb
tokens and document length (all tokens), are at opposite
poles with respect to depth (positive) and verbosity
(negative). Table 2 shows highly significant, though
moderately weak, negative correlations between verbosity
and verb tokens, adverb tokens, and adjective tokens, and
document length (all tokens). Since verbosity is indicated
by a low score on the quality judgment scale (1 indicates
highly verbose; 10 indicates highly concise), we think that
the higher the frequency of these features, and the longer
the document, the greater the likelihood a judge will
perceive a text as not “well-structured and compactly
represented” (according to the definition given in Appendix
A). This explains the negative correlation with verbosity.
Table 1: Correlation of Adjective Types and Token with
Average Quality Scores
Document
Feature

DocumentLength

Avg
Depth

1

Avg
Avg
Objectivity
Verbosity
Pearson r
**Significant at the 0.01 level
* Significant at the 0.05 level
.338**
-.I50 **
-.307 **

1

I

Adjective Types

.325 **

-.179 **

-.292 **

Adjective Types
Normalized

.188 **

-.164 **

-.203 **

Adjective Tokens

.325 **

-.156 **

-.277 **

Adjective Tokens
Normalized

.222 **

-.I33

**

-.202 **

Nouns are evidence of a different relationship. The
correlation of noun tokens with verbosity is the weakest
compared to the other classes. This may indicate that the
occurrence of nouns is not necessarily related to
perceptions of verbosity, possibly because nouns tend to
convey essential information as opposed to describing
information (as in the case of adjectives and adverbs
especially).
Document depth, conversely, is correlated positively with
verb-, adverb-, adjective-, and noun tokens, as well as with
document length. We find that the correlation of noun
tokens and adjective tokens is more strongly correlated
with depth than verbosity, while verb tokens and adverb
tokens are more strongly correlated with verbosity than
depth. Although all coefficients are weak, they are highly
significant, and show a pattern consistent with the
grammatical pairing of adjective+noun, and adverb+verb.

Proceedings of the 67th ASIScCTAnnualMeeting, vol. 41

353

Table 2: Correlation of Grammatical Classes
(Normalized) with Average Quality Scores

Because document length is more strongly correlated
with depth and verbosity than any grammatical class we
measured, however, this suggests that human perceptions
of depth and verbosity may be less dependent on any
particular grammatical class and related more to document
length in general. Thus, the longer the document, the
greater the likelihood the document will be perceived as
providing detailed information (positive correlation), and at
the same time, tending to be perceived as verbose (negative
correlation). Nevertheless, there seems to be a
counterbalance in the way adjectives, nouns, adverbs, and
verbs contribute to these perceptions as well: depth
(positive); verbosity (negative).

Correlation of Adjectives, Nouns, Adverbs, and Verbs
With Objectivity
This symmetry between noun-, verb-, adjective-, and
adverb tokens with high depth and high verbosity is
underscored by the respective correlations with objectivity.
Viewed as a continuum, these correlations fall between
higher positive values for depth, and higher negative values
for verbosity. Two findings are unexpected. First, the
correlation between unnormalized noun tokens and
objectivity, though highly significant, is very weak ( F .094, p<.Ol). When normalized, the correlation is even
weaker, less significant, and the polarity shifts (r=.054,
p<.05). This suggests that noun tokens are not important to
human judgments of objectivity. Since nouns are important
information-bearing agents, however, we would expect to
find a strong positive correlation with objectivity. Perhaps
nouns are more neutral in this regard than we think, or
perhaps we need to distinguish between subclasses of
nouns that may be more objective than others. Two
examples are, (a) the “objective” noun in the adjective
phrase, “unpleasant child’ versus the “subjective” noun
brut, and (b) the “objective” noun in the adjective phrase
“insincere person” versus the “subjective” deadjectival
noun in the clause, “the insincerity of the person.” This
needs to be investigated.
Second, of the four grammatical classes we compared, we
find that the strongest relationship exists between adverb
tokens and objectivity. Moreover, unlike the other classes,
2004

normalization strengthens this relationship (r=-.207,
p<.Ol). This is stronger than the correlation with adjective

tokens (r=-.133, p<.Ol), and adjective types (r=-,164,
p<.Ol). It is possible this is related to the relative strengths
of the part of speech adverbs and adjectives modify: verbs
and nouns, respectively. Since adverbs modify verbs, and
adjectives modify nouns, and since the correlation of verb
tokens is much stronger than that of noun tokens, this
relationship may be reflected in the stronger correlation of
adverbs than adjectives with objectivity.
Nevertheless, our findings show that as a class, adjectives
tend to be indicative of subjectivity in documents, more so
than nouns and verbs. In addition, since adjectives and
adverbs do similar lexical work (semantic modifiers), the
relationship of adjectives and adverbs to subjectivity is
similar. Future work will investigate the role of adverbs.

Correlation of Subjective Adjectives With Objectivity
The results in Table 3 support our hypothesis. When
measured as a subclass, the correlation of the 955
subjective adjective types (Wiebe, 2000b) with average
objectivity scores (r=-.201, p<.Ol; unnormalized: r=-.212,
p<.O1) is stronger than the correlation with the class of
adjective types ( ~ - . 1 6 4 ,p<.Ol), as well as with the
complement set (r--.093, p<.Ol). In addition, the
relationship to objectivity is negative as expected, which
we interpret as subjectivity. The difference in the
coefficient between the subjective adjective subclass and
the complement set with respect to objectivity is more than
twice as strong.
Table 3: Correlation of Subjective Adjective Types
(Normalized) (Wiebe, 2000b) to Average Judgment Scores
Document
Feature
Pearson r

Subiective
Adjective Types
ComplementSet

I

I

-.164 **
-.201 **

.203 **

I

-.093 **

-.203 **
-.126 **

I

-.I77 **

Differences Between Sets of Adjectives
It is important to understand the difference between the
three sets of adjectives: (a) the class of all adjective types,
(b) the subclass of subjective adjective types, and (c) the
complement set of all other adjective types (non-subjective
adjectives). Each set has a different relationship with
objectivity. This is illustrated in Figure 3. If we take as a
baseline the correlation of the class of all adjectives
(N=7,495, r=-.164,p<.O1), we find that measuring the 955
subjective adjectives (Wiebe, 2000b) as a separate subclass
(r=-.20 I , p<.O 1) underscores the difference between the
nature of subjective adjectives and all other adjectives (the
complement set, r=-.093, p<.OI). As Figure 3 shows, the
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difference between the relative strength of the negative
correlation of subjective adjective types with objectivity
scores, compared with members of the complement set is
more than twice as strong.
We think the difference is an intrinsically semantic one.
We argue that, if viewed on a continuum, subjective
adjectives tend toward a subjectivity pole (negative Pearson
correlation), more so than the complement set of adjectives
which tend more toward an objectivity pole (positive
Pearson correlation) (Figure 3). Subjective adjectives tend
to be intrinsically more judgmental in the sense of being
evaluative (e.g., accurate, amazing, awesome, believable)
while non-subjective adjectives may be intrinsically less
judgmental in the sense of being more descriptive (e.g.,
blonde, tall, dietary, toothless). Of course some words can
be both evaluative and descriptive, depending on context
(e.g., protective, shaky). It is also likely that some words in
our complement set really belong in the set of subjective
adjectives.

Figure 4: Correlation of Three Adjective Sets
(Normalized) with Depth Judgments
Finally, Figure 4 and Figure 5 illustrate another
observation related to the measure of subjective adjectives
as a distinct subclass. When subjective adjectives are
measured separately, the relative strength of the correlation
of the complement set with depth is five times stronger
than that of subjective adjectives, and also stronger than the
class of all adjectives (Figure 4). When subjective
adjectives are measured separately, the correlation with
verbosity of subjective adjectives and the complement set
are both weaker than the entire class of adjectives (Figure
5 ) . Adjectives as a class are more related to verbosity than
either of the two subclasses.

Figure 3: Correlation of Three Adjective Sets
(Normalized) with Objectivity Judgments
Nevertheless, if this semantic difference is more
pronounced in some adjectives than others, then the
presence of adjectives, such as subjective adjectives, in
documents will be more reliable indicators of subjectivity,
while their absence may be more indicative of objectivity.
While it is correct to conclude that as a class, adjectives
tend to be indicative of subjectivity, it is more accurate to
say that members of a relatively small subset of adjectives
are stronger indicators of subjectivity than members of the
majority set. All adjectives are not created equal. Some
adjectives are more reliable indicators of subjectivity than
others.

2004

Figure 5 : Correlation of Three Adjective Sets
(Normalized) with Verbosity Judgments
The Null Hypothesis
The null hypothesis anticipates no difference between the
three adjective sets with respect to the correlation with
objectivity. We took a random sample of adjectives
(n=964) from the 7,495 adjective types in our test corpus.
Our random sample collected 118 members of the
subjective adjective subclass (12% of the sample). We
hypothesize that the random sample is characteristically
different than the subclass of subjective adjectives (n=955),
and not different than the entire population (N=7,495).
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As expected, the results in Table 4 indicate no difference
in the correlation of the three samples with objectivity: all
adjectives: r=-.179, p<.Ol; random sample: r=-173, p<.Ol;
complement set: r=-. 174, p<.O 1. We argue that, because
random sampling does not distinguish the subjective
adjective subclass, measuring the three sets separately is
effectively the same as measuring the entire population. For
the normalized fiequencies, results are similar but with
more variance in the coefficients.
The correlation of the random sample with depth and
verbosity is weaker than the correlation of the general
population, and the members in the complement set. This
does not contradict our previous argument that subjective
adjectives may be less related to depth and verbosity than
the other sets. We think the weaker correlation with depth
and verbosity for the random sample (Table 4) results fiom
the small sample size ( ~ 9 6 4 )relative to the population
(N=7,495). Indeed, the fact that the correlation of the
random sample with objectivity is not different than the
other two adjective sets, but the correlation of subjective
adjectives is different than its companion set, argues in
favor of our claim. Because random sampling does not
distinguish the set of subjective adjectives, the weaker
relationship of the random sample to depth and verbosity is
due to sampling error, not class differences. The weaker
relationship of subjective adjectives to depth and verbosity
is due to class differences in the nature of subjective
adjectives, not sampling error.

Document
Feature

All Adjective Types
Random Samole
Adjective Types
Complement Set

Avg
Depth

I

1

Avg
Objectivity

Avg
Verbosity

* Significant at the 0.05 level
.188 ** I -.164 ** I -.203 **
0.78 ** I -.I34 ** I -. 102 **

I

.186**

I

-.I45 **

I

I

-.I96 **

Discussion and Conclusion
This paper verifies and extends the work of Wiebe and
her colleagues (Bruce & Wiebe, 1999; Wiebe, 2000a;
Wiebe et al., 1999) in several important ways. At the
document level, our data show a significant correlation
between human judgments of objectivity of documents, and
sentence level decisions about subjectivity. As the relative
prevalence of subjective sentences increases, human
perceptions of subjectivity increases. As the relative
prevalence of objective sentences increases, human
perceptions of objectivity increases. This connection
between sentence level judgments and document level
judgments helps our understanding of how humans
evaluate documents. The objective-subjective orientation

2004

of sentences is cumulatively tied to the objectivesubjective tendency of whole documents.
Using new data (1.Cmillion word corpus representing
2,243 judged documents) fiom a large-scale experimental
study (more than 57,000 individual judgments of 3,200
documents by 100 human subjects), we support the general
claim that as a class, adjectives tend to be indicative of
subjectivity in documents, more so than other classes such
as nouns and verbs. More importantly, we verify a set of
automatically-derived subjective adjectives (Wiebe,
2000b). Selected a priori, we show that fewer than 1,000
words of a subclass described as subjective adjectives are
more strongly correlated with subjectivity than the entire
class of more than 7,000 words. With regard to
subjectivity, this relatively small subset does more lexical
work than the majority members of the entire class.
Working with different units of analysis (grammatical
classes and subclasses, words, sentences, and whole
documents) we show how the occurrence of adjectives in
documents can be operationalized as three separate
variables to represent differences in three document
qualities: subjectivity, depth and verbosity. We show that
properties of words can tell us something about properties
of documents, and how this is related to what human judges
say about these documents.
We also contribute to a systematic look at the behavior
of adjectives as it relates to other grammatical classes
(nouns, verbs, and adverbs). Of the three document
qualities we tested, the occurrence of adjectives in general
is most related to verbosity (negative), less related to
document depth (positive), and least related to objectivity
(negative). This relationship is different, however, when
subjective adjectives are distinguished as a subclass fiom
members of the remaining complement set. Subjective
adjectives are least related to document depth, and most
related negatively to objectivity. The correlation of
subjective adjectives with verbosity is weaker than that of
the other adjective sets. At the same time, adjectives in the
complement set are most related to depth (more so than the
other two sets) than to verbosity, and least related to
objectivity.
We argue that these results indicate that a subclass of
adjectives, described here as subjective adjectives, is
intrinsically different from the majority of adjectives. If this
is true, then subjective adjectives are more reliable
predictors of subjectivity than other adjectives. However,
while we can observe a highly significant correlation
between the occurrence of subjective adjectives in
documents and subjectivity judgments of the documents,
we cannot claim a causal link exists between the presence
of specific words and document level scores. Yet our
intuition tells us that such a relationship exists. Perhaps
more than any other part of speech, adjectives assess and
measure our world.
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Our results give support to the broader claim that class
characteristics of words, and differences between
subclasses of words, are important to human estimates of
document qualities. Our findings suggest that the role of
other grammatical classes, such as adverbs, and possibly
nouns, should be investigated. We plan to study the
relationship of adverbs to subjectivity, as well as the
potentially potent combination of adjective-adverb
predictors of subjectivity. We also wonder if subclasses of
nouns, such as deadjectival nouns (e.g., politeness and
insincerity),will prove effective in subjectivity prediction.
With regard to subjective adjectives, the question of
intrinsic differences suggests that certain words are
characteristically subjective, regardless of context, as
opposed to other words that happen to occur in subjective
contexts. We believe the former type of word is universally
reliable in predicting subjectivity, while the latter is
context-bound. Of course we recognize the restraints
imposed on this general claim by different genre.
However, we wonder how subjective are subjective
adjectives? Are other, possibly smaller sets of words, more
subjective than these? One way to investigate this is to
explore the question of whether properties of the
documents in which words occur can tell us something
about the words themselves, which in turn can tell us
something about the documents. We believe factor analysis
is one way to get at these questions. Factor analysis will
compensate for average human scores of nine individual
qualities, and may reveal new relationships between
document features and unifying quality dimensions, such as
information reliability, believability, or perhaps even
usefulness to a unique information task. Continued research
is needed to find ways to exploit document features as
evidence of what humans are communicating besides
topically relevant ideas.
Finally, this study informs theories of relevance by
showing that abstract qualities of documents are
measurable as individual features, which in turn, are linked
to human judgments about those qualities. When subjects
are asked to evaluate the objectivity of a document, there is
a statistically significant correlation between these
judgments and the presence of subjective adjectives. The
fact that this relationship exists invites the question: Do
humans recognize these features at some conscious or
subconscious level, and use them as evidence in making
these assessments? Or, are these features only incidental to
their judgments? In addition to topically relevant evidence
such as key words, we know that readers use other features
when deciding a particular document is useful to their
information needs (e.g., metadata). If a highly opinionated,
topically relevant document can be retrieved (or filtered
out) using key subjective adjectives, is this useful to
information users? More research is needed to understand
the relationship between topical relevance and subjective
features of text.
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To conclude, we return to Saracevic’s (1999)
interpretation of relevance with the observation that the
ever-growing flood of information necessitates new
retrieval paradigms, and new operationalizations of
relevance. According to Saracevic, the other two great
ideas of information science are information retrieval and
interaction. Together with relevance these concepts define
modem information science. If document qualities are tied
to relevance, then developing appropriate and effective
information systems is like understanding ‘the matter at
hand.’
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Appendix B: Sample of Subjective
Adjectives (Wiebe, 2000b) in the Test
Corpus

Appendix A: Definitions of the Nine Aspects
of Information Quality

I

venal
whirlwind
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I amazing

1

adamant
believable
comfortable
convincing
disastrous
eternal
fundamental
ideal
I inoperable
I personal
I recreational
suburban
undefined
verbal

accurate
appropriate
chronic
contractual
cumbersome
effortless
fruitful
hopeless
incredible
medical
punitive
russian
unconventional
unsure

1

1

vice-director
white-owned
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1

bitter
contemporary
cool
easy
fierce
great
important
I journalistic
1 polluted
I rotten
sure
unique
vigorous

I

I

well-versed

1 wholesale
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