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We report in this article a project assessing a crossevaluation (X-EVAL) method for the evaluation of interactive
question-answering (QA) systems. The purpose of this work
is to determine whether the X-EVAL method can distinguish
among end-to-end systems, and the study involved three
systems developed in the Advanced Research and Development Activity’s (ARDA) Advanced Question-Answering for
Intelligence (AQUAINT) Program.
Evaluation of interactive systems is a complex task
because it involves two entities: the system and the individual,
in the context of many other factors that influence the completion of the individual’s work product. Although we can obtain
information on system performance (times, and precision or
recall if relevance judgments are known) through standard

system evaluation methods, we still need to identify the contributions of the system, and of the users, to the performance,
and only then can we draw a conclusion that one system is
more valuable to the users than another. In other words, an
evaluation method must be able to tell if the success or failure of a person using a system is caused by the system or by
the individual using the system. We report on an empirical
study using three different QA systems and a baseline system
for comparison. Intelligence analysts, the human subjects in
the study, each used all of the systems on real-world analytic
tasks. X-EVAL was used as the primary assessment method.
Several questionnaires were used also in the evaluation, and
results have been reported elsewhere (Kelly, Kantor, Morse,
Scholtz, & Sun 2006; Kelly, Kantor, Morse, Scholtz, & Sun,
2009). We will focus on the X-EVAL method in this article.
A detailed technical report may be obtained from the third
author, EM.
It was not the purpose of the study to identify a “best”
QA system from among the participating systems. Rather, we
hoped that by selecting systems that were maximally distinct,
we could identify metrics that would be useful across a range
of QA systems.
The real message of this study goes beyond QA systems.
We believe that the evaluation method in and of itself is a worthy effort. Only when systems are prepared for and undergo
rigorous testing will we then know if they have succeeded in
their original design goals.
We first introduce the X-EVAL method and discuss the
experimental design. We then cover the results of the study
and provide conclusions.
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X-EVAL Model
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The X-EVAL method was developed earlier to assess
collaborative information retrieval (IR) tools (Sun & Kantor,

In this article, we report on an experiment to assess the
possibility of rigorous evaluation of interactive questionanswering (QA) systems using the cross-evaluation
method. This method takes into account the effects of
tasks and context, and of the users of the systems.
Statistical techniques are used to remove these effects,
isolating the effect of the system itself. The results show
that this approach yields meaningful measurements of
the impact of systems on user task performance, using a
surprisingly small number of subjects and without relying on predetermined judgments of the quality, or of
the relevance of materials. We conclude that the method
is indeed effective for comparing end-to-end QA systems, and for comparing interactive systems with high
efficiency.

Introduction

JOURNAL OF THE AMERICAN SOCIETY FOR INFORMATION SCIENCE AND TECHNOLOGY, 62(9):1653–1665, 2011

FIG. 1. A cross-evaluation model.

2006). An IR system is a tool that helps people to accomplish
some specific goal; searching is not an end in itself, but a
component of accomplishing a larger goal. X-EVAL supports a focus on users’end-products, rather than on individual
search episodes, and evaluates systems at the level of such
larger goal. X-EVAL was perhaps the first formal method
to focus on assessing the differential contribution of systems to the user’s final results. X-EVAL requires two kinds
of user efforts: (a) to use the experimental systems and create some type of final work and (b) to evaluate each other’s
works. Figure 1 illustrates a general model of X-EVAL. In the
general model, we present here, the task for which a system
is used is to collect information and complete a draft report.
The effectiveness of the system is measured by the quality of
the reports. We note that the method can be used for systems
supporting other types of tasks. As long as some measures
of task completion are defined and in format of numerical
scores, the model will work.
Analysis and Interpretation of the Results
At the heart of X-EVAL is a general linear model that
specifically isolates the effects of the experimental systems by
measuring and removing any potentially confounding effect,
such as individual analyst ability, task difficulty, the “toughness” of analysts when judging work products, and even the
possibility of an analyst’s bias in favor of his or her own work
product. This is summarized by the analytical model given
in Equation 1. Thus, the score y(t, s, u, j) for task t, using
system s, by user u, as assessed by judge j, is given in first
approximation by the linear expression:

S: system variable,
U: user variable,
J: judge variable,
B: self-judgment bias variable, b = 0 when u<>j, b = 1
when u = j,
λIi : coordinate of the particular value i of variable I, determines the contribution of the independent variable I,
λ0 : intercept (value of y when each λIi = 0),
ε: random error

The lowercase letters represent the specific values of the
corresponding upper case variable. Thus, j = 1, 2, 3 . . . labels
particular judges.
In earlier work on the AntWorld collaborative searching
system (reported in Sun & Kantor, 2006), we used assessment of web links as an important component in the overall
evaluation. We also conducted two formative evaluations of
HITIQA, a fully functioning interactive QA system, using
the X-EVAL method (Small, et al., 2004). In these studies,
X-EVAL has proven effective in distinguishing among various information systems when used to perform complex
analytic tasks. Given the earlier success of X-EVAL, we
selected it as the primary method for evaluating reports
produced in this project.
This study includes three experimental, interactive QA
systems and one baseline system. We stress that the goal is
not to evaluate the systems, but to evaluate the efficacy of
X-EVAL in distinguishing among these four systems. Our
subjects were representative of the target users, intelligence
analysts who use such systems to meet information needs
related to their jobs. The systems, users, and scenarios are
described in more detail in the next section.

J
B
y(t, s, u, j, b) = λ0 + λTt + λSs + λU
u + λj + λb + εtsujb

Experimental Set-up

where
y: measurement scores,
T: task variable,
1654

The research was done at the Pacific Northwest National
Laboratory in Richland, WA as a U.S. Government Department of Defense ARDA Challenge Workshop. The work
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FIG. 2.

One experiment block.

spanned 3 weeks: 1 week in onsite preparing tools and
systems, and 2 weeks conducting the evaluation.

X-EVAL Design
The evaluation workshop comprised four two-day blocks.
Eight intelligence analysts attended the study as subjects.
Four rooms were set up for the experiment. In each block,
each analyst was assigned to one of the four experimental
systems. The pair of analysts assigned to the same QA system
worked in the room that contained two machines with the
QA system. An observer was assigned to the pair of analysts.
Analysts worked independently on two scenarios during each
block.
Figure 2 illustrates the evaluation setting of one experimental block. Each experimental block was composed of two
experimental sessions, which corresponded to the two unique
scenarios that were conducted during the block. Analysts
were asked to write a report about the given scenario.
After each block, analysts and observers rotated to different system rooms, so that analysts were paired together only
once and observers observed different analysts during each
block.
To control for potential interaction effects among analysts,
systems, and scenarios, we used a modified Graeco-Latin
(G-L) 4x4 design (Table 1). The goal in using this design is

TABLE 1.
Dates
Scenarios
System 1
System 2
System 3
System 4

Graeco-Latin 4×4 evaluation design (u = analyst).
Day 1, 2

Day 3, 4

Day 5, 6

Day 7, 8

A, B
u1
u5
u4
u7
u2
u8
u3
u6

C, D
u2
u6
u3
u8
u1
u7
u4
u5

E, F
u3
u7
u2
u5
u4
u6
u1
u8

G, H
u4
u8
u1
u6
u3
u5
u2
u7

to minimize the variance of the estimated main effects in a
very small-scale study rather than a full factorial design. G-L
designs accomplish this goal by conflating interaction effects
of all orders. For instance, one might imagine potential interaction effects of system and scenario (some systems might
be better for certain scenarios), system and analyst (some
analysts might adapt more quickly to a system), and analyst
and scenario (some analysts might be more expert for certain
scenarios). This design ensured that each analyst used each
of the four systems and that each system was, for some analyst, the first, second, third, or last to be encountered. This
also ensured that no analyst did any scenarios twice and that
analyst pairings were unique.
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FIG. 3.

Example scenario (information redacted as part of the funder’s internal review process).

The cells of analyst u6 are shaded because he arrived late.
He actually worked only on scenarios G and H during the
last block. His data are excluded from analysis. So, there
were seven reports created for each scenario by the seven
analysts. At the end of each block was the X-EVAL process,
in which the analysts were asked to judge all 14 reports for
two scenarios.
Without u6 data, the only balance that is broken in the
design is that analysts u1, u2, u3, and u4 each has one block
in which to work by himself or herself, while analysts u5,
u7, and u8 always paired with another analyst. Considering that the analysts were asked to work individually, we
don’t believe that this incompleteness in the implementation
will affect the validity of the design. Its effects are properly
included in the confidence ranges reported here.
It was noted earlier that analysts varied according to their
level of experience in performing intelligence tasks and also
along other individual attributes, such as age and education.
Although the design in Table 1 distributes the potential effects
of these attributes across systems by requiring that each analyst use each system an equal number of times, it does not
let us investigate the potential impact of these attributes. This
would require a larger number of subjects, the identification
of specific attributes of interest, and a stratified sampling technique to ensure that equal numbers of subjects representing
selected values for the specific attributes were included.

Tasks
The tasks for analysts included the following two parts.
Collect information and write report. The first “task” for
analysts was to gather information about the given scenario
using one of the QA systems and to write a report similar to
the kind they would write while doing intelligence work for
a specific “customer” (using Microsoft Word). The overall
time allotted for each scenario is 2.5 hours. The experimental
1656

log shows that roughly 125–135 minutes were spent on the
QA system and Microsoft Word.
Scenarios. In this study, information needs were called
scenarios following the convention of intelligence analysis.
Sixteen scenarios were developed by a team of analysts from
the U.S. Air Force Rome Research Lab and considered suitable for the collection and the intended analysts. In total, eight
scenarios in the domain of chemical/biological weapons of
mass destruction were used. Each scenario included a title
and description of an information need, as well as information about the target audience for the report. An example
scenario is shown in Figure 3.
Even though the scenario descriptions were sufficient
in describing the content of the report, important information regarding context of the description and the format of
the report, such as customer and length, were omitted from the
descriptions. The analysts in this study discussed and agreed
upon the additional specifications for each scenario, including customer, role, and a description of what was desired.
These were provided, as indicated, at the bottom of each
scenario.
X-EVAL report. This part of task asked each analyst to
review (using a paper copy) all reports prepared for each of
the two scenarios in the block. Analysts used an online tool
to rate each report according to the following seven criteria:
•
•
•
•
•
•
•

Covers the important ground
Avoids the irrelevant materials
Avoids redundant information
Includes selective information
Is well organized
Reads clearly and easily
Overall rating

Each rating is based upon a 5-point scale (1-5). We take the
spacing to be even and so feel justified in assigning meaning to the averages of responses that will fall between the

JOURNAL OF THE AMERICAN SOCIETY FOR INFORMATION SCIENCE AND TECHNOLOGY—September 2011
DOI: 10.1002/asi

scale values, in treating them as interval data, and in using
parametric methods on them.
After analysts completed the independent ratings of each
report according to the seven criteria, they were asked to
sort the stack of reports into rank order, placing the best
report at the top of the pile. Analysts were then asked to
use a pen to write the appropriate rank number at the top
of each report and to use an online tool to enter their report
rankings.
Analysts completed all X-EVAL activities for the first scenario of the block before moving on to the evaluation of the
second scenario of the block. The X-EVAL exercise took
place in the system room, to which analysts had been assigned
for the block. Analysts were allotted 2 hours to complete the
X-EVAL exercise.
Systems

civilian jobs including hospital administrator, portfolio manager, and homemaker. The number of years they had served
in the military ranged from 2.5 to 25, and the number of years
spent doing intelligence work ranged from 0 to 23.
Observers
There were four observers in this study. The major responsibilities of the observers included setting up system rooms,
observing analysts using systems, and conducting interviews.
Two observers were graduate students who were supported
by competitive Pacific Northwest National Laboratory Fellowships to participate in the project. These students were, in
part, selected based on their previous experiences conducting
user studies and system evaluations. Two other observers had
additional roles in the project. One of these observers was
a metrics consultant to the project, and also served as lead
observer. The final observer was a senior member of the
research team and served many roles in the project. The
observers were given standardized instructions on how to
conduct observation and interviews.

The systems evaluated were three state-of-the-art interactive QA systems and a baseline system. Each QA system was
an example of an end-to-end system developed under the
ARDA AQUAINT Program. The program manager of that
program encouraged their participation, and individual systems were chosen so that the set of systems exhibited widely
divergent approaches to addressing the problem of QA. The
Google1 appliance with its standard search interface was used
to create. The baseline system was created with a regular
search engine with a standard search engine interface.
The three experimental QA systems are not named here,
as they are not the focus of the research reported in this article. Although the features and interaction techniques differed
across system, the underlying goal of all systems was to help
analysts to carry out complex, analytic tasks. All systems
required analysts to enter natural language queries to initiate
their interactions and all provided answer sets for analysts to
review. Aspects that distinguished systems included whether
or not they engaged analysts in dialogue, how they presented
results to analysts, and how they elicited and used feedback
from analysts.

The corpus consisted of a specialized collection of the
Center for Non-Proliferation Studies (CNS) and supplemental documents automatically collected from the World
Wide Web (WWW). The CNS data comprise the January
2004 distribution of the Eye on Proliferation CD, which has
been “disaggregated” by CNS into about 40,000 documents,
and deals primarily with chemical and biological warfare.
The supplemental documents were collected by searching the
WWW using Google. Between six and eight queries were
used for each topic area; queries combined the country and
weapon type entities mentioned in the task title. Retrieved
web documents were manually examined. A few unusually
large and useless items, like CD images and word lists, were
deleted, but the supplemental collection is still more diffuse
than the native CNS documents.

Subjects

Results

The analysts who participated in the study were volunteers.
Participation in this study fulfilled their yearly 2-week service
requirement as U.S. Naval Reservists. They were recruited by
email solicitation to a large pool of potential volunteers. Eight
analysts were recruited initially for the study, but only seven
analysts were present for the entire experiment.
The analysts’ ages ranged from 30 to 54 years. Their education levels ranged from high school diploma to PhD; over
half of them had master’s degrees. They served in a range of

The results were analyzed in terms of the seven individual criteria, and were also examined using factor analysis.
The leading factor underlying the seven criteria applied
to the reports is proposed as the “gold standard” measure of
the quality of the product. In the analysis reported below, this
is found to be a consistent and meaningful single measure of
report quality. So, we report the results of the factor analysis
and analysis of variance on the leading factor first.

Corpus

Factor Analysis
1 Specific

hardware and software products identified in this paper were
used in order to perform the evaluations described. In no case does such
identification imply recommedation or endorsement by the NIST, nor does
it imply that the products and equipment idenfied are necessarily the best
available for the purpose.

Our analysis began with factor analysis. As mentioned
previously, the analysts used a seven-component instrument
to evaluate the quality of their reports. To test whether the
instrument has a balanced set of questions that accurately
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TABLE 2. Relative magnitudes of various potential effects on
cross-evaluation results.
Effects

Range

Judge
Self-judgment bias
Author
System
Scenario
Observer

2.30
2.01
1.21
0.45
0.43
0.21

reflect the decision maker’s concerns, we analyzed the data
using factor analysis. The factor analysis shows that, in spite
of their apparent differences, the scores assigned by judges
on the seven criteria of the X-EVAL are primarily explained
by a single leading factor, which accounts for 79% of the
total variance and is used as the overall quality measure in
following analysis.
General Linear Model (GLM) Analysis on the Overall
Quality of the Report
To see the effect of systems on the overall quality of the
product (that is, on the leading factor extracted in factor analysis), as evaluated by the users, we must control for several
effects: the effect of the task, the effect of the user, the effect
of the observer, and the effect of self-judgment bias. This is
done using the GLM. The GLM represents the score assigned
by a judge, to a report, as a linear combination of effects representing these factors. Because of the presence of observers
in the workshop, the following model is slightly different
from the original X-EVAL model with one more effect:
J
B
O
y(t, s, u, j, b, o) = λ0 + λTt + λSs + λU
u + λj + λb + λo + ε

The relative magnitudes of these effects are shown in
Table 2. The range is the difference between the highest
and lowest values for each particular effect. The effect of the
system is smaller than all but the scenario and the observer
effects. The strength of conclusions about the system is therefore limited. All differences refer to numbers computed on
a 5-point scale, whose maximum difference would be four
units.
It is very interesting to note that the effect of systems was
not large compared with the effects of the persons doing the
work, or of the tasks. This is different from the finding of
Lagergren and Over (1998). However, we believe that, in fact,
real world variation in the effectiveness of searchers, whether
the are professionals or are engaged in everyday activities, is
likely to reveal order of magnitude variations of the kind
familiar in the assessment of the earliest computer workers,
programmers. We note also that the variation of the same
individuals, when they are acting as judges, is even larger
than the variation in their effectiveness as authors. Roughly,
the most lenient judge assigns scores higher by 2.3 than those
assigned by the harshest judge.
The experimental design minimizes the variance of the
estimates of these several effects, which makes the design
1658

efficient. The experimental design precludes study of possible
interaction effects, which would require a substantially larger
factorial design.
It is apparent that extraction of the system effects depends
on using a model that accounts for the large effects of judge,
author, and task, as well as the self-judgment bias. These
results are shown in Table 3.
For each effect, the values for that factor have been
arranged in decreasing order by their effect on the leading
factor score. For example, in “Author effect,” analyst u7 had
the highest effect on the leading factor (roughly, wrote the
best reports). The second column shows the estimated value
of this estimate (1.21). The third shows the t statistic (compared with the value of 0). The fourth shows the chance that
this difference from 0 would occur by chance (0%). When it
says the P-value is 0, it really isn’t exactly 0%, but rounds
to 0 here. The fifth column shows the lower edge of the 95%
confidence interval (CI; 0.90), and the sixth shows the upper
edge (1.53). Roughly, this means that as we read down the list,
the first value, which could not be the same as that for u7, is
the value 0.87 for u3. Such results can be shown graphically.
System effect. Because the goal of this work is to develop
metrics for systems, we concentrate on the system effect first.
We see that all three QA systems (s1, s2, s3) score above the
baseline system (s0).
As Figure 4 illustrates, we find that our method successfully separates the systems into two groups. One group
contains a single system (s3), and the other contains the other
three systems (s1, s2, and baseline system s0). The bars represent the 95% CIs. The marker on each bar indicates the mean
score of the system. Two systems are significantly different
if the mean score of one system is outside the CIs of another
system. We see that with 95% confidence, the system labeled
“s3” is different from the system labeled s0 (marker of S0 is
outside the range of S3’s CI bar). The other two systems are
not different, at that level of confidence, from s0. They are
significantly below the system labeled “s3”.
The more rigorous post-hoc Scheffe test shows that only
the differences between the top system (s3) and the third
system (s2; or the baseline system s0) are significant. With
this test, the second system (s1) cannot be distinguished from
any of the other three. The other two experimental systems
(s1) and (s2) are of course indistinguishable. These results
are shown in Table 4.
This is a weaker result than one might wish for, but it
does validate the methodology. The results show that the
X-EVAL method with careful statistical analysis can resolve
distinctions among the systems as tested here.
Other effects. Even though it is not the goal of the X-EVAL
to examine other effects, some results are helpful to validate
the experiment.
We were glad to find that there was no significant difference induced by which person served as the observer
(Figure 5). We see that the quality of the reports was not
affected by the presence of individual observers.
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TABLE 3.

Effect of variables on the report quality measure (“leading factor”).
95% confidence interval

Parameter

Value

T -statistics

P-value

Intercept

1.57

5.06

0.00

Scenario effect
t8
t4
t6
t5
t2
t3
t7
t1

0.43
0.43
0.41
0.20
0.07
0.05
0.04
0.00*

2.70
2.69
2.59
1.25
0.43
0.29
0.20

Author effect
u7
u5
u8
u3
u2
u4
u1

1.21
1.03
0.94
0.87
0.81
0.55
0.00*

Judge effect
u4
u8
u1
u7
u2
u3
u5
System effect
s3
s1
s2
s0

Lower bound

Upper bound

Sigma

0.96

2.17

0.31

0.01
0.01
0.01
0.21
0.67
0.77
0.84

0.12
0.12
0.10
−0.11
−0.26
−0.27
−0.28

0.74
0.74
0.72
0.51
0.38
0.36
0.35

7.60
6.43
5.86
5.43
5.03
3.45

0.00
0.00
0.00
0.00
0.00
0.00

0.90
0.71
0.62
0.55
0.49
0.24

1.53
1.34
1.25
1.18
1.12
0.87

2.30
2.16
1.57
1.23
0.69
0.26
0.00*

5.50
5.16
3.76
2.93
1.64
0.62

0.00
0.00
0.00
0.00
0.10
0.54

1.48
1.34
0.75
0.41
−0.14
−0.56

3.12
2.98
2.39
2.05
1.51
1.08

0.45
0.12
0.06
0.00*

3.97
1.06
0.49

0.00
0.29
0.62

0.23
−0.10
−0.17

0.67
0.34
0.28

0.21
0.20
0.05
0.00*

1.85
1.76
0.42

−0.01
−0.02
−0.17

0.43
0.42
0.27

2.01
1.83
1.69
1.65
0.88
0.27
0.00*

6.29
5.72
5.28
5.15
2.76
0.83

1.38
1.20
1.06
1.02
0.25
−0.36

2.64
2.46
2.32
2.27
1.51
0.89

0.16

0.16

0.42

0.11

Observer effect
O3
O4
O2
O1
Self-judgment effect
u8
u1
u4
u2
u7
u3
u5

0.11

0.32

Note. *For each variable, the lowest value is arbitrarily set to zero, only differences are meaningful.

Examination of the effect of the scenario shows that the
scenarios can be divided into three groups (Figure 6). Scenarios t8, t4, t6 are relatively easy. Scenarios t2, t3, t7, t1 are
relatively difficult. These two groups are significantly different from each other. Scenario t5 is in the middle, and is
not significantly different from any of other scenarios. These
results indicate that the selection of scenarios effectively
covers different difficulty levels.
It is not a surprise to see the difference among analysts as
creators of reports, as well as judges of reports. While it is not

in the scope of this article, relating these results with analysts’
demographic and experience information might provide useful information for system designers to tailor their systems
to analysts with certain characteristics.
Figure 7 shows the variance of the generally scoring of the
reports caused by the differences among analysts as judges.
Analysts u4 and u8 are the two most lenient. They are significantly different from u7, u2, u3, and u5. Analysts u5 and u3
are the two strictest. They are significantly different from all
other analysts except u2.
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FIG. 4.

TABLE 4.

s3
s1
s2

System effect on leading factor.

Post-hoc Scheffe analysis of system effect.
s1

s2

s0

0.30

0.37*
0.06

0.44**
0.14
0.07

Similarly, Figure 8 illustrates the effect of differences
among analysts as authors on the general quality of the
reports.Analyst u7’s reports are significantly better than those
of u3, u2, u4, and u1. Analyst u1 is significantly weaker than
all other analysts. Analyst u4 can be separated from u7, u5,
and u8 with significant difference.
It is out of the scope of this work to analyze possible interactions between the identity of the author and the identity
of the judge. However, when we plot the author effect on
the generally quality of the reports and the self judgment
bias (Figure 9), it may be interesting to some investigators to
notice that the best author, u7, is also the fairest judge and
find out why.
Individual Aspects of the Report Quality
The same decomposition of effects can be applied to
scores on each of the seven individual criteria of the X-EVAL
(Figure 10). We find that the results are basically consistent
with the previous analysis. Five of the seven product criteria
are able to separate at least one of the experimental systems
from at least one of the other experimental systems. They are
as follows:
Covers the important ground
Is well organized
Includes selective information
Reads clearly and easily
Overall rating
1660

All seven are able to separate at least one of the experimental systems from the baseline system, s0.
System S3 is the best across all seven criteria. For each
of the five criteria listed above, S3 is significantly different
from other three systems. System S2 scores higher than S1
on “Avoids irrelevant materials” and “Is well organized.” On
the rest of the five criteria, S1 scores higher than S2. However, none of these differences between systems S1 and S2
are significant. The baseline system S0 beats one experimental system in three cases: “Avoids redundant information,”
“Is well organized,” and “Read clearly and easily.” These
differences, however, are not significant.
It may be of interest to the system designers to examine
the performance of their systems across the seven criteria and
possibly make adjustments in design.

X-EVAL Validation
In any experimental study of metrics, the crucial questions
are as follows: (a) Are the metrics reliable (yielding the same
value over and over again)? (b) Are the metrics valid (do
they assess the appropriate qualities of the thing being measured)? (c) Are the metrics sensitive? In the sections below,
we discuss the reliability, validity, and sensitivity of the
X-EVAL metrics.
Reliability. In this study, we have a single instance of measurement of a set of four systems. Thus, the issue of reliability
cannot be fully addressed. We can say, however, that the statistical analysis yields results that are fully consistent with
the existence of measurable properties of the systems, which
are being measured in this process.
Validity. The specific seven criteria used in the X-EVAL
were developed in discussions with analysts and were seen
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FIG. 5.

FIG. 6.

FIG. 7.

Observer effect on leading factor.

Scenario effect on the leading factor.

Judge effect on the leading factor of the assigned scores.
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FIG. 8. Author effect on the leading factor of the assigned scores.

FIG. 9. Scatter plot of author effect versus self-judgment bias.
The closer an analyst falls to the right of the chart, the better the quality of the analyst’s reports; the closer an analyst falls to the 0 self judgment bias line, the
more fair the analyst is.

as reasonable by the analysts participating in the Challenge
Workshop. They do not address higher levels of sophistication, which remains a challenge that can be addressed in
future studies.

Accuracy or sensitivity. Under the hypothesis that a system
should produce measurable improvements in the work product of the analyst when using it, how accurately can X-EVAL
distinguish among different systems? The data gathered here
use seven scales to measure the quality of work product. On
each of these scales, each product was “measured” seven
times, with each measurement being provided by a different
analyst. When analyzed in a “nonparametric” or model-free
way, these show some measurable effects.
1662

The seven specific scales used to assess reports can be
thought of as the seven games of a series competition. The
seven documents prepared, and seven judgments made on
each, produce an average score for both the baseline system
and each experimental system. In some cases, the average
score for the experimental system is higher than the baseline
system, in others lower. Viewed as such a series competition,
the results show that one experimental system (S3) beats the
baseline seven times, another (S1) wins five and loses one,
with one tie, while the third (S2) wins four and loses three.
When compared with a “null hypothesis,” which is the equivalent of saying that the outcome is determined randomly,
the first result would be deemed significant at the “99%”
confidence level, if the seven scales could be thought of an
independent trials.
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FIG. 10. A multivariate general linear model with the same set of effects was run to examine the system variable’s impact on each of the seven individual
report criteria.

When systems are as different as the systems tested here,
the X-EVAL method is able to detect differences between
systems at a level exceeding 95% confidence. The methods
of analysis are sophisticated, but standard, and can easily be
replicated.

Conclusions and Discussions
We believe that this article answers the question: Can a difference as small as those attributable to systems be effectively
revealed in spite of the very large effects of tasks and users
with a very small (N = 7) number of subjects? The results are
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clearly affirmative. The X-EVAL method, which uses a very
small number of subjects and does not rely on predetermined
relevance judgments, makes meaningful measurements of
the impact of system on system products. One may ask
whether the scores thus resolved are “true” indicators of the
effectiveness of the system. For many readers, it will seem
obvious that the quality of the work produced using the system is the most meaningful possible measure of effectiveness.
Others may, however, prefer to think of the users’ responses
to the systems as representing a significant alternative reality.
We have reported such analysis in other papers (Kelly et al.,
2009) and we simply note here that the users’direct responses
to the systems are consistent with the X-EVAL results.
We summarize the value of the X-EVAL method in the
following four aspects.
First, this method provides a successful model to make
concrete the “3-realities” paradigm: real users, real problems, and real systems (Saracevic, Kantor, et al. 1988, 1988a,
1988b), without becoming entangled in the troublesome
issues of defining types of users and types of tasks. In contrast to previous work (Lagergren & Over, 1998; Over, 2001)
following the “3-realities” paradigm, we use the searchers
themselves as judges, while the analytical model controls the
potential hazard of self-judgment bias.
Second, rather than examining the effects of all variables
one at a time, the X-EVAL method looks at all of the effects
jointly. Therefore, the isolated effect of each variable (the
lambda parameters of the analysis of variance) is the pure
effect of the corresponding factor, while the variance of
the dependent variables caused by other effects has been
minimized. This work and previous studies (Sun, Kantor,
Strzalkowski, Rittman, & Wacholder, 2004; Sun & Kantor,
2006; Wacholder et al., 2007) have shown that the X-EVAL
method with careful statistical analysis can resolve distinctions among systems.
Third, the X-EVAL method evaluates systems with measures beyond traditional relevance-based measures. Measuring the effect of information-seeking systems at the level of
the complete work product is theoretically desirable. In the
field of information seeking, it has been widely accepted that
searching takes place in the context of users’ tasks at hand
and it is not the final goal of information seeking. So, searching tools should be evaluated in terms the degree to which
they help users to finish tasks. We note that the analysts who
participated as both authors and judges felt that the evaluation scales and guidelines that they were given represented a
reasonable approximation to their experience of the real work
situation.
Fourth, the X-EVAL model described can be easily transferred, with minor modifications, to other systems for longtime users with complicated tasks. The design and analytical
model reported have been used successfully as a model for
testing systems in various contexts.
Although one might have wished for a stronger separation
of the experimental systems, one interesting possibility for
future work would be to use calibrated amounts of human
effort, preparing a “rigged system” that could do very well
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on the evaluation tasks. In doing this, the amount of human
effort would be carefully recorded. Let us say that it is 20
hours per task. We could then interpret the effect of that system, on the leading quality factor, as representing “20 hours
of work.” Suppose then that a fully automated system scores
three fourths of the way from the baseline system to the rigged
system. We could say, with some justification, that using this
system represents a savings of 15 (=75% of 20) hours of
“effort that could have achieved the same result,” per task. We
can also put a rough dollar value on saving 15 hours, using the
common industry estimate of $300,000/year per Full Time
Equivalent. This comes to about $150/hour, so that avoiding 15 hours of work represents a savings of $2,250. In the
original context, intelligence analysis, the significance of this
becomes clear when we consider that there are some 50,000
top-secret reports created per year in the Intelligence Community (Priest & Arkin, 2010). The implications for business
and industry are even larger. The example is simplistic.
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